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Introduction

Sudden cardiac arrest (SCA) is a leading cause of mortality worldwide, re-
quiring immediate intervention to maintain blood circulation to the brain and
vital organs. The cornerstone of this intervention is high-quality cardiopulmonary
resuscitation (CPR). According to the international resuscitation guidelines, ef-
fective chest compressions must be delivered at a strictly controlled frequency
of 100 to 120 compressions per minute [1]. Deviations from this optimal range
critically impact patient outcomes; rates that are too slow fail to generate su cient
forward blood ow, while rates that are too fast prevent the heart chambers from
adequately re lling with blood between compressions [2]. Furthermore, clinical
studies demonstrate that rescuer fatigue sets in rapidly often within the rst two
minutes causing a subconscious decay in both compression depth and frequency
[3]. Consequently, real-time feedback is vital to ensure the rescuer maintains the
correct tempo.

Currently, CPR quality is monitored using specialized, contact-based hardware.
These solutions range from accelerometer-equipped de brillator pads and chest-
placed pressure mats to wearable smartwatches. While highly accurate, these
devices share a critical limitation: they require prior deployment. In the vast
mayjority of out-of-hospital cardiac arrests, bystanders do not have immediate
access to specialized medical hardware. Instead, the most ubiquitous sensor
available at the scene of an emergency is the standard smartphone camera.

Recent advancements in computer vision and deep learning have led to the
emergence of non-contact, video-based CPR monitoring. Several recent studies
have successfully demonstrated the feasibility of using pose estimation models,
such as YOLO architectures, to detect chest compressions and calculate basic
frequency metrics [4, 5]. However, the majority of these existing solutions are
evaluated under relatively controlled spatial conditions or rely on basic periodicity
algorithms that assume a perfectly stationary tempo. In a real-world, out-of-
hospital emergency, video data is highly chaotic. A bystander holding a smartphone
introduces low-frequency camera drift, rescuer fatigue introduces non-stationary
frequency changes, and panicked secondary bystanders frequently enter the frame,
confusing single-target tracking models. Furthermore, the sharp, asymmetrical
bodily movements associated with chest compressions often cause traditional,
time-domain periodicity algorithms to extract false frequency artifacts, resulting
in highly inaccurate frequency outputs.

To address the gap between controlled laboratory computer vision models
and the chaotic reality of emergency video, this thesis proposes, implements, and
evaluates a highly robust signal-processing pipeline. While building upon the
proven foundation of top-down YOLO pose estimation for high- delity keypoint
extraction, this work introduces three novel algorithmic layers to ensure real-world
viability. First, custom geometric heuristics and variance-based pre- ltering are
deployed to dynamically isolate the active rescuer from bystanders, ensuring high
computational e ciency. Second, to mitigate spatial noise from handheld cameras,
Lucas-Kanade optical ow is utilized to track and mathematically subtract back-
ground movement. Finally, to prevent the extraction of false frequency artifacts
and accurately track the non-stationary frequencies caused by rescuer fatigue, the



pipeline applies a Continuous Wavelet Transform (CWT) to the spatiotemporal
signal. By prioritizing both signal robustness and computational e ciency, this
pipeline is speci cally engineered for integration into the backend infrastructure of
Zachranka, the o cial Czech emergency application. In the planned deployment
architecture, the algorithm operates as an intermediary server-side processing
layer. As live video is streamed from the caller to the dispatch center, the pipeline
analyzes the feed in real-time and transmits the extracted CPR frequency as
telemetry directly to the operator's interface, see Fig. 1. This continuous data
stream drives a color-coded visual indicator instantly highlighting whether the
compressions fall within the optimal 100120 BPM range or require interven-
tion empowering dispatchers to provide immediate, targeted verbal corrections
without relying solely on manual visual estimation.

The thesis is structured as follows. Chapter 1 outlines the theoretical back-
ground, reviewing current CPR monitoring methods and the state-of-the-art in
computer vision applications for medical scenarios. Chapter 2 details the proposed
methodology, heavily focusing on the mathematical and geometric architecture of
the stabilization, isolation, and signal processing pipeline. Chapter 3 documents
the software implementation, detailing the technologies used and the specic
data structures required for real-time processing. Finally, Chapter 4 presents the
evaluation and discussion of the pipeline's results against a custom dataset of
unconstrained, multi-subject emergency scenarios, followed by a Conclusion that
summarizes the core ndings, discusses known limitations, and outlines avenues
for future research.

Figure 1 High-level overview of the emergency monitoring system. A bystander
captures live video of the CPR intervention, which is streamed to a centralized server
for visual processing to provide real-time frequency metrics to the emergency dispatcher.
(Al generated)



1 Background

1.1 Theoretical Background

Before reviewing existing literature on video-based cardiopulmonary resus-
citation (CPR) monitoring, it is necessary to establish the physiological and
computational foundations upon which these monitoring systems are built. This
section outlines the biomechanics of CPR and the core computer vision and signal
processing theories utilized in this thesis.

1.1.1 Biomechanics of CPR

Cardiopulmonary resuscitation is a highly periodic, physical intervention
designed to manually pump blood when the heart has stopped or is brillating.
A standard chest compression consists of a rapid downward thrust (compression
phase) followed by a controlled release (recoil phase) to allow the heart chambers
to re ll. From a signal processing perspective, tracking the vertical displacement
of a rescuer's hands or shoulders yields an asymmetrical, periodic waveform.
However, due to rescuer fatigue, the frequency of this waveform naturally decays
over time and is generally not perfectly stable. Therefore, CPR data must be
treated as a non-stationary signal, meaning its statistical properties (speci cally
its fundamental frequency) change over the duration of the recording.

1.1.2 Human Pose Estimation

Human Pose Estimation (HPE) is a computer vision task focused on identifying
and localizing speci ¢c anatomical keypoints (such as wrists, elbows, and shoulders)
within an image or video frame. Historically, modern HPE architectures have
been strictly divided into two distinct paradigms:

Bottom-Up Approaches: These models rst detect all keypoints in a
frame and subsequently group them into individual person instances (e.g.,
OpenPose). While robust to occlusion, they can be computationally heavy
when multiple people are present due to complex grouping algorithms.

Top-Down Approaches: These are traditionally de ned as strict two-
stage pipelines. They rst utilize an object detector to draw bounding boxes
around humans, and then perform independent keypoint detection within
each cropped box (e.g., HRNet). This approach typically o ers higher
precision for single-subject tracking but su ers from the computational
bottleneck of running two sequential neural networks.

The Shift to Single-Stage Architectures

Recently, the strict binary between top-down and bottom-up methods has been
bridged by single-stage (or instance-centric) architectures. Models like YOLO
Pose evolve the top-down philosophy by predicting the human bounding box and
its associated anatomical keypoints simultaneously in a single forward pass. This
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single-stage approach maintains the instance-level precision characteristic of tradi-
tional top-down methods while entirely eliminating the two-stage computational
bottleneck, making it highly optimal for real-time video processing.

By extracting 2D spatial coordinates K;y) of speci ¢ upper-body keypoints
across sequential video frames, human physical motion can be translated into a
discrete time-series signal for analysis.

1.1.3 Optical Flow and Spatial Stabilization

When extracting time-series data from handheld video recordings, the un-
derlying signal is often corrupted by spatial noise, speci cally the low-frequency
drift caused by the camera operator's trembling hands or them generally moving
slightly around the scene. To mathematically decouple camera motion from human
motion, optical ow algorithms are employed.

Optical ow calculates the apparent motion of pixels between two consecutive
video frames. The Lucas-Kanade method [6] is a highly utilized di erential
technique that assumes optical ow is essentially constant in a local neighborhood
of pixels. It relies on the brightness constancy assumption, which states that the
pixel intensity | of an object remains constant as it moves from positiorxjy) at
timetto(x+ xy+ y)attimet+ t. Expanding this assumption via the
Taylor series yields the optical ow constraint equation:

wherel,;ly; |, are the spatial and temporal image gradients, andu(v) is the
velocity vector of the pixel. By tracking the motion vectors of static background
features, the inverse of this motion can be applied to the target keypoints, stabi-
lizing the coordinate system against camera drift.

1.1.4 Time-Frequency Analysis

Biological signals, such as the rhythmic motion of cardiopulmonary resusci-
tation, are inherently non-stationary; their frequencies naturally uctuate over
time due to rescuer fatigue or changing adrenaline levels. While traditional tools
like the Fast Fourier Transform (FFT) excel at analyzing stationary signals by
decomposing them into in nite sine waves, they struggle to pinpoint exactly when
speci ¢ frequency shifts occur without severely compromising frequency resolution.

To achieve high-resolution, localized analysis, Time-Frequency Analysis is
employed, speci cally the Continuous Wavelet Transform (CWT). Instead of
in nite sine waves, the CWT utilizes wavelets brief, oscillating waveforms with
an amplitude that begins at zero, increases, oscillates, and then decreases back to
zero, while maintaining an integral equal to zero. The CWT compares the target

signal x(t) against a scaled and translated version of a mother wavelet (t):
7 !
1 -1 t b
W (a;b) = p= X(t — dt
@b)=p= x)

where a represents the scale (which is inversely proportional to frequency,
represents the translation (the time shift across the signal), and is the complex

conjugate of the mother wavelet [7].
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By translating the wavelet across the signal and dilating its scale, the CWT
generates a two-dimensional scalogram. This localized approach plots the power of
speci ¢ frequencies at speci c moments in time, allowing for the dynamic tracking
of shifting CPR tempos while isolating the fundamental compression frequency
from higher-frequency harmonic noise.

1.2 Related Work

The problem of accurately measuring cardiopulmonary resuscitation (CPR)
metrics outside of clinical environments has driven signi cant technological in-
novation over the last decade. As out-of-hospital cardiac arrests heavily rely
on bystander intervention, researchers have focused on developing ubiquitous
monitoring solutions, gradually shifting from contact-based hardware to advanced
computer vision techniques.

1.2.1 Contact-Based and Sensor Solutions

Early attempts to democratize CPR monitoring utilized the internal inertial
measurement units (IMUs) of commercial smartphones and wearables. Several
studies have evaluated applications that measure compression depth and rate via
accelerometers, requiring the bystander either to wear a smartwatch or to physically
secure a smartphone to their body [8, 9]. While these systems demonstrate
high accuracy in controlled environments, they possess critical operational aws
for real-world emergencies. Smartwatches lack universal adoption across the
general population, making them an unreliable baseline for bystander intervention.
Furthermore, contact-based smartphone solutions often require the device to be
secured using specialized athletic armbands or dangerously placed directly on
the patient's chest beneath the rescuer's hands neither of which is viable during
a sudden, high-stress medical event. Consequently, the eld has largely pivoted
toward non-contact, visual monitoring.

1.2.2 Early Video-Based and Marker-Based Approaches

The foundational proofs-of-concept for non-contact monitoring attempted to
extract CPR waveforms without tracking complex human biomechanics. Notably,
Meinich-Bache et al. [10] developed a smartphone application that measured
chest compression quality in real-time by tracking rhythmic pixel color variations
in the video feed and applying a Fast Fourier Transform (FFT) to extract the
frequency. However, because this method relied on pixel-level changes rather than
human anatomy, the authors noted its vulnerability to background noise, such as
bystanders moving or the rescuer's loose hair swinging into the frame.

Simultaneously, other early implementations, such as the open-source cpr-
vision-measurement system [11], successfully generated 1D CPR waveforms by
tracking physical circle stickers placed on the rescuer's wrists. Frequency was
then extracted using basic time-domain peak-detection algorithms. While demon-
strating the feasibility of visual waveform extraction, marker-based tracking is
fundamentally incompatible with sudden cardiac arrests, as panicked bystanders
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cannot be expected to apply physical markers before commencing life-saving inter-
ventions. Furthermore, basic time-domain peak detection is highly fragile when
applied to the noisy, asymmetrical waveforms typical of actual human movement.
Because the amplitude and rhythm of human compressions dynamically uctuate
during an emergency, these static algorithms frequently fail, leading to severe
miscalculations of the true compression rate.

1.2.3 Deep Learning and Pose Estimation

To overcome the limitations of pixel tracking and physical markers, con-
temporary research shifted toward integrating deep learning-based human pose
estimation. Models like OpenPose have been utilized to evaluate compression
tempo, depth, and rescuer posture [12, 13]. These studies successfully established
biomechanical baselines, proving that speci c body geometry (such as maintaining
straight elbow angles) strongly correlates with e ective CPR. However, these
systems are predominantly evaluated using stationary tripods in controlled clinical
or training settings, lacking the robustness required for handheld smartphone
footage.

More recently, Li et al. [14] introduced a deep-learning method utilizing a
lightweight YOLO architecture to standardize CPR actions and calculate frequency.
While highly e cient for edge devices, their methodology still required rescuers
to wear highly visible green wristbands to assist the model's tracking logic, failing
to achieve a completely markerless solution for real-world emergencies.

1.2.4 Current State-of-the-Art and Identi ed Limitations

The clinical viability of pose estimation for emergency intervention has recently
transitioned from academic theory to hardware implementation. A randomized
crossover trial by Li Liu et al. [15] demonstrated that an Automated External De-
brillator (AED) equipped with an embedded computer vision module signi cantly
improved compression depth and rate accuracy compared to traditional AEDs.
While this trial robustly validates the medical e cacy of real-time computer vision
feedback, specialized hardware like CV-equipped AEDs are rarely available during
the critical initial minutes of an out-of-hospital cardiac arrest. This underscores
the necessity for universally accessible, software-only solutions capable of running
on ubiquitous devices like bystander smartphones.

Within the realm of software-only solutions, the most advanced contemporary
research attempts to combine deep learning with markerless, multi-angle tracking.
A recent 2025 study by Longxin Liu et al. [16] introduced a sensor-free assessment
method based on a modi ed YOLOL11 architecture, utilizing Kalman lter-based
tracking and FFT to extract the compression rate. While this represents the bleed-
ing edge of computer vision CPR monitoring, it exhibits two critical algorithmic
limitations when applied to the chaotic realities of bystander intervention:

1. Spatial Noise (Camera Drift): While bounding-box tracking algorithms
e ectively track the human subject, they do not mathematically decouple
the rescuer's movement from the low-frequency drift caused by a bystander
holding the recording smartphone.
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2. Resolution Trade-o s and Real-Time Latency: FFT is fundamentally
constrained by the inverse relationship between time window length and
frequency resolution ( f = 1=T). To achieve even a coarse frequency
resolution of 10 BPM ( 0:167 Hz), FFT requires a static temporal bu er
of at least 6 seconds. In the context of live emergency dispatcher feedback,
a 6-second latency is operationally unacceptable, and a 10-BPM granularity
IS insu cient to monitor strict adherence to the 100 120 BPM clinical
guidelines.

1.3 System Requirements and Objectives

The primary objective of this thesis is to design and evaluate a robust com-
puter vision pipeline capable of extracting cardiopulmonary resuscitation (CPR)
frequency from chaotic, real-world emergency video feeds. The architectural
constraints and algorithmic requirements for this system are directly motivated by
its planned server-side integration into Zachranka, the o cial Czech emergency
mobile application.

1.3.1 Operational Motivation

During a sudden out-of-hospital cardiac arrest, emergency medical dispatchers
operate under an extreme cognitive load. They must simultaneously manage
the caller's panic, dispatch appropriate ambulance units, and provide continuous
life-saving instructions over the phone. Recent clinical evaluations, such as the
2021 study by Linderoth et al. [17], have proven that live video streaming from
bystanders' smartphones to medical dispatchers is highly feasible and signi -
cantly improves CPR quality, particularly compression rates and hand positioning.
However, current implementations of video-instructed dispatcher-assisted CPR
(V-DACPR) rely entirely on the dispatcher's subjective, manual evaluation of
the video feed. While this live visual context is critical, a dispatcher cannot be
expected to continuously monitor the screen to manually count chest compression
rates without severely increasing their cognitive burden.

Therefore, the proposed software must act as an automated telemetry assistant.
It must distill the complex, noisy video input into a highly reliable, single numerical
metric (BPM) and a visual status indicator (e.g., green for rates within the 100 120
BPM guideline). This allows the operator to consult the video feed only when the
automated telemetry indicates a critical drop in frequency, signi cantly reducing
their cognitive burden while maintaining the clinical bene ts of video streaming.

1.3.2 Functional Requirements

To ful ll this operational use-case, the system must satisfy the following
functional requirements:

Dynamic Rescuer Isolation: Emergency scenes frequently involve mul-
tiple bystanders. The system must autonomously identify the specic
individual performing CPR and ignore all background human movement.
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Continuous Frequency Extraction: The pipeline must calculate the
ongoing chest compression rate and dynamically update the output as the
intervention progresses.

" Telemetry Streaming and Evaluation Export: For nal production
integration into the dispatcher's graphical user interface, the system must
stream the ongoing compression rate as a lightweight, real-time data type
(e.g., a nullable integer) to trigger rule-based color-coding according to
European Resuscitation Council guidelines. Furthermore, for the immediate
purposes of rigorous o ine testing and pipeline evaluation, the system must
log and export the complete time-series telemetry into a structured, easily
parsable format (e.g., JSON).

1.3.3 Non-Functional Requirements

Given the uncontrollable nature of bystander intervention, the algorithms
must prioritize environmental robustness over ideal-condition accuracy. The non-
functional requirements dictate that the system must handle two primary sources
of real-world noise:

Spatial Robustness (Camera Drift): The system must mathematically
tolerate and Iter out the low-frequency, spatial displacement caused by a
panicked bystander holding a smartphone with trembling hands.

" Temporal Robustness (Rescuer Fatigue): The system must reliably
track non-stationary frequency decay caused by human fatigue without
throwing algorithmic errors or snapping to false harmonics due to the
asymmetrical nature of human compressions.

" Server-Side Execution: The pipeline must be optimized to run contin-
uously on server hardware with minimal latency, ensuring the dispatcher
receives near real-time feedback without relying on the computational con-
straints of the caller's mobile device.
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2 Proposed Methodology

To ful ll the requirements established in Chapter 1, this thesis proposes a
multi-stage, markerless computer vision pipeline. The system is designed to ingest
raw emergency video, mathematically decouple camera motion, dynamically isolate
the active rescuer using geometric heuristics, and extract a highly accurate chest
compression frequency. This chapter details the theoretical and mathematical
foundations of the pipeline's core stages.

2.1 System Architecture Overview

The proposed cardiopulmonary resuscitation (CPR) monitoring pipeline is
architected as a continuous, stateful processing loop. Rather than analyzing video
as a single o ine batch process, the system ingests sequential RGB frames and
progressively distills complex spatial pixel data into a highly stabilized clinical
metric.

The system architecture is structured as an interconnected data pipeline
comprising seven primary stages, see Fig. 2.1:

1. Markerless Human Pose Tracking: Raw video frames are processed
through a top-down object detection and pose estimation model (YOLO11x-
pose) to extract the 2D spatial coordinates of relevant human anatomical
keypoints, speci cally targeting the shoulders, elbows, and wrists.

2. Spatial Stabilization: To counteract the low-frequency drift introduced
by the recording bystander's hand movements, a Lucas-Kanade optical ow
algorithm calculates the background motion. The inverse of this motion
vector is applied to the extracted keypoints, mathematically decoupling the
camera'’s trajectory from the rescuer's true biomechanical displacement.

3. Signal Bu ering and Feature Extraction: To transition from discrete
spatial coordinates to analyzable time-series data, the stabilized keypoints
are ingested into a rolling temporal bu er. This stage constructs continuous
1D vertical displacement signals and simultaneously calculates dynamically
smoothed geometric features, such as elbow angles and wrist-to-shoulder
ratios.

4. Activity Pre-Filtering: Because emergency scenes frequently contain
multiple individuals, calculating the frequency for every detected person is
computationally prohibitive. The system rst calculates the vertical variance
of the bu ered displacement signals, isolating the top three most physically
active subjects in the frame for further analysis.

5. Time-Frequency Analysis (CWT): The stabilized vertical signals of
the active subjects are analyzed using a Continuous Wavelet Transform
(CWT) to extract their fundamental frequencies and periodicity scores. This
localized approach allows for the dynamic tracking of shifting CPR tempos
without introducing severe bu ering latency.
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6. Dynamic Rescuer ldenti cation: The system evaluates the shortlisted
candidates by fusing the analytical outputs from the CWT (periodicity)
with the biomechanical heuristics extracted during the bu ering stage (e.g.,
minimum elbow angle). False positives are rejected, and the primary rescuer
is dynamically identi ed as the valid candidate whose compression rate most
closely aligns with the clinical ideal of 110 BPM.

7. Temporal State Management and Telemetry Export: The raw fre-
quency estimates of the identi ed rescuer are stabilized using exponential
moving averages and algorithmic grace periods to prevent Ul ickering
during brief visual occlusions. Finally, the continuous time-series data is
aggregated and exported into a structured telemetry format for downstream
dispatcher Ul integration.

Figure 2.1 Architectural block diagram of the proposed CPR compression rate
estimation pipeline. (Al generated)

The subsequent sections of this chapter detail the mathematical logic, heuristic
thresholds, and algorithmic implementation of each distinct stage within this
pipeline.

2.2 Markerless Human Pose Tracking

The foundational stage of the proposed pipeline involves extracting the biome-
chanical geometry of the emergency scene. To achieve this, the system must
accurately localize human anatomical keypoints across sequential video frames
without relying on physical markers or specialized wearable hardware.

17



2.2.1 Architectural Selection: Top-Down vs. Lightweight
Models

Initial architectural evaluations considered lightweight, edge-optimized pose
estimation frameworks (such as MediaPipe and BlazePose). While highly e cient,
these models typically utilize single-shot regression architectures that prioritize
processing speed over temporal consistency. When applied to the chaotic, low-
delity environment of handheld emergency footage, these lightweight models are
highly susceptible to high-frequency spatial noise (jitter), which severely corrupts
the extraction of subtle biomechanical displacements.

To ensure the highest degree of spatial stability, the pipeline utilize6OLO11x-
pose. As a top-down architecture, the system rst deploys a robust object detector
to establish bounding boxes around human subjects, subsequently performing
precise keypoint localization within those con ned regions. Furthermore, the
selection of the extra-large ('x') variant leverages a massive parameter count,
yielding superior feature extraction and signi cantly dampening frame-to-frame
coordinate jitter. While computationally heavier, this architectural choice is
inherently aligned with the requirement for server-side execution outlined in
Section 1.3.

2.2.2 YOLO11 Pose Estimation Architecture

Unlike traditional multi-stage top-down approaches that require entirely sepa-
rate models for detection and pose estimation, YOLO11-pose employs a uni ed,
single-stage architecture. The network processes the raw video frame through
a deep convolutional backbone (typically a modi ed CSPDarknet) to extract
multi-scale feature maps.

These features are then passed to a dual-headed prediction module. The
primary head predicts the bounding box coordinates and objectness scores, while
the secondary pose head predicts the spatial coordinates ) of the keypoints
relative to the anchor center, alongside a visibility/con dence score. Because the
keypoint head shares the same rich, high-resolution feature maps as the detection
head, the model exhibits high robustness against partial occlusions a frequent
occurrence when a rescuer's hands are obscured by the patient's torso during
compressions.

2.2.3 Keypoint Extraction and Con dence Thresholding

For each detected person instance, the model outputs 17 standard anatomical
keypoints adhering to the widely adopted COCO (Common Objects in Context)
topology. Each tracked joint is represented as a spatial coordinate array;; c),
wherec 2 [0; 1] represents the model's con dence score for that speci ¢ prediction.
Because cardiopulmonary resuscitation is strictly an upper-body intervention, the
pipeline dynamically lters this full-body output to track only the critical hinge
points of the rescuer's arms.

Speci cally, the system isolates six keypoints from the COCO array:

~ Shoulders: Left (Index 5) and Right (Index 6)
" Elbows: Left (Index 7) and Right (Index 8)
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" Wrists: Left (Index 9) and Right (Index 10)

To prevent occlusions or severe motion blur from injecting catastrophic noise
into the telemetry data, a strict con dence threshold is enforced. Any spatial
coordinate ;;Y;) where the corresponding con dence sco < 0:4 is classi ed as
algorithmic noise and immediately discarded by the pipeline. By aggressively prun-
ing low-con dence predictions at the source, the subsequent bu ering and optical
ow stages are protected from processing phantom biomechanical movements.

2.3 Spatial Stabilization via Optical Flow

Extracting time-series telemetry from handheld emergency video introduces a
critical source of spatial noise: the low-frequency drift and high-frequency tremor
caused by the recording bystander. If left uncorrected, the camera's trajectory
directly superimposes onto the tracked anatomical keypoints, rendering accurate
compression depth and frequency di cult. To mathematically decouple camera
motion from human biomechanical motion, the pipeline implements a dynamic
background tracking system utilizing the Lucas-Kanade optical ow algorithm.

2.3.1 Adapting Lucas-Kanade for Handheld Video

As established in the theoretical background (Section 1.1.3), the Lucas-Kanade
method provides a robust mathematical framework for tracking pixel velocity
across consecutive frames. However, applying this standard di erential equation
directly to an unconstrained emergency scene introduces a critical operational
challenge: ensuring the algorithm tracks the static background rather than the
aggressively moving foreground rescuer. If the optical ow constraint equation
is permitted to solve for velocity vectors on the rescuer's shifting shoulders or
moving bystanders, the system will erroneously interpret the CPR compressions
as camera drift and attempt to subtract them out, completely destroying the
target signal.

2.3.2 Dynamic Background Masking

To prevent foreground tracking, the pipeline utilizes a dynamic masking
technique. Before initiating feature tracking, a binary maskM of the same
dimensions as the video frame (WidthW, Height H) is generated and initialized
to a value of 255 (representing trackable regions). The system then iterates
through all human bounding boxes extracted during the YOLO tracking stage
(Section 2.2) and sets those pixel regions to 0 (untrackable):

8
<0; if (x;y) 2 YOLO Bounding Boxes

M(Xx;y) = .
0Gy) - 255; otherwise
By applying this mask to a Shi-Tomasi corner detection algorithm, the system
extracts good features to track exclusively from static environmental elements
(e.g., the oor, furniture, or stationary objects), ensuring the calculated ow
vectors strictly represent camera drift.
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2.3.3 Coordinate Correction

Once the background motion vectors are calculated between the previous frame
and the current frame, the pipeline isolates the vertical displacementy; for each
tracked background feature. To ensure robustness against tracking artifacts or
dynamic background objects (such as a second bystander walking through the
scene), the system calculates the median vertical displacement across all valid
points rather than the mean.

This median displacement is recursively added to a cumulative vertical o set
variable, Dy:

Dy() =D y(t 1)+median(y 1y 25:::Y n)

Finally, this cumulative spatial drift is mathematically subtracted from the
raw y-coordinates of the tracked anatomical keypoints, establishing a coordinate
system for downstream frequency analysis with increased stability:

Ycorrected (t) =Y raw (t) D y(t)

2.4 Signal Bu ering and Feature Extraction

Once the anatomical keypoints have been extracted and mathematically de-
coupled from the camera'’s spatial drift, the discrete frame-by-frame coordinates
must be aggregated into continuous time-series arrays. This stage serves a dual
purpose: constructing the 1D displacement signals required for frequency analysis
and extracting the biomechanical geometry necessary to identify the rescuer.

2.4.1 Temporal Bu ering and 1D Signal Construction

To evaluate the periodicity of human motion, the system implements a sliding
temporal window (bu er). The window length T, is de ned as 25 seconds,
capturing a maximum of N = fps T, frames. This specic duration was
empirically selected to balance the minimum resolvable frequency (ensuring the
capture of at least two full compression cycles at the minimum threshold of 40
BPM) against operational latency constraints for the nal user interface.

For each tracked individual, the system constructs three independent 1D
vertical displacement arrays: shouldersY,), elbows (Ye), and wrists (Yy).
Because CPR compressions are generally symmetrical, the system calculates the
midpoint between the left and right joints for each frame t:

Yiert () +Y right (1)
2

Ym(t) = D ()

where Dy(t) is the cumulative optical ow correction derived in Section 2.3.
If either the left or right keypoint falls below the YOLO con dence threshold
( ¢ = 0:4), the point is agged as invalid, and the system temporarily carries
forward the last known valid coordinate to prevent array fragmentation.
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2.4.2 Dynamic Signal Selection

During an emergency, visual occlusions are frequent; a rescuer's hands may be
hidden behind the patient, or their shoulders may temporarily exit the camera
frame. To maximize robustness, the system dynamically selects the optimal 1D
signal for frequency extraction using a strict hierarchical fallback protocol.

A signal array is deemed valid only if at least 75% of its frames within
the temporal window possess high-con dence YOLO detections. The pipeline
evaluates the valid arrays in the following priority:

1. Shoulders: Prioritized due to their high spatial stability and direct correla-
tion with the rescuer's core downward thrust.

2. Wrists: Utilized as a primary fallback. While they exhibit the highest
amplitude of displacement, they are more susceptible to high-frequency
jitter.

3. Elbows: Utilized as a secondary fallback if both the shoulders and wrists
are occluded.

If none of the three arrays meet the 75% validity threshold, the system returns a
null state, temporarily halting frequency extraction for that speci ¢ individual.

2.4.3 Biomechanical Feature Extraction

Simultaneously, the pipeline extracts geometric features from the tracked
keypoints to establish the biomechanical pro le of the subject. These features are
critical for the subsequent heuristic Itering stage (Section 2.7).

Elbow Angle ( ¢ ): The 2D extension angle of the rescuer's arms is calculated
using the dot product of the vectors forming the elbow joint. LetS;E; and W
represent the spatial coordinates of the shoulder, elbow, and wrist, respectively.

The angle at the elbow is derived as:
0 1

ES EW 180
o =arccos@— —— A
kESKKEW k

Wrist Ratio ( Ry,): To measure the proximity of the rescuer's hands, the
Euclidean distance between the left and right wrists is normalized against the
subject's shoulder width:

kW, W rk

Rur = 188 rk
L R

Temporal Smoothing: Because discrete frame-level keypoint detection can
inherently jitter, evaluating raw geometric measurements frame-by-frame leads to
highly unstable heuristic evaluations. To mitigate this, all calculated featuresx¢)
are passed through an Exponential Moving Average (EMA) lter:

S=x¢+1 )S u

where S; is the smoothed value at the current frameS;; is the accumulated
state, and the smoothing factor is set to Q2. This ensures the geometric features
represent the rescuer's sustained posture rather than anomalous single-frame
artifacts.
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2.5 Activity Pre-Filtering and Candidate Short-
listing

Real-world emergency scenes are inherently chaotic, often involving multiple
individuals within the camera frame, including panicked bystanders, arriving
emergency medical technicians (EMTs), or the recording caller. Executing a
Continuous Wavelet Transform (CWT) on every detected person is computa-
tionally prohibitive and severely violates the low-latency constraints required for
server-side telemetry streaming. To optimize computational resources, the pipeline
implements a lightweight statistical pre- Iter to isolate the most physically active
subjects before initiating heavy frequency analysis.

2.5.1 Quantifying Biomechanical Activity

Cardiopulmonary resuscitation is characterized by aggressive, high-amplitude
vertical displacements of the rescuer's upper body. Conversely, static bystanders
or individuals holding the camera exhibit minimal vertical movement relative to
the stabilized background. Therefore, the system quanti es the "activity level" of
each tracked individual by calculating the statistical variance (?) of their vertical
displacement signal.

To ensure the system responds immediately to a new rescuer initiating com-
pressions (or an active rescuer stopping), this variance is not calculated across the
entire 2.5-second temporal bu er. Instead, it is evaluated over a highly responsive,
trailing 30-frame window (T, 1 second at 30 fps).

Using the dynamically selected optimal 1D signaly(,) de ned in Section 2.4,
the variance for a given subject at frame t is calculated as:

o . >
(1) = N (Ym(t 1) )

whereN = 30 is the window length, and is the mean vertical position of the
signal within that speci ¢ window:

1 %2 :
- Ym(t )
N i=0
If a subject does not possess a valid signal array (due to occlusion or missing
keypoints), their activity variance is explicitly set to zero.

2.5.2 Candidate Shortlisting

Once the variance is calculated for every tracked individual in the frame, the
system algorithmically shortlists the subjects. The individuals are ranked in
descending order based on their?(t) values.

The pipeline dynamically isolates the topk candidates for advanced frequency
analysis, where k is empirically restricted to a maximum of 3:
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By discarding low-variance subjects at this intermediate stage, the system dedi-
cates its primary processing power exclusively to the individuals exhibiting physical
movement pro les consistent with active resuscitation, thereby guaranteeing near
real-time telemetry execution.

2.6 Time-Frequency Analysis

With the biomechanical displacement signals successfully bu ered and pre-
Itered, the pipeline must extract the fundamental compression frequency. Track-
ing cardiopulmonary resuscitation in real-time presents a unique signal processing
challenge: the frequency is naturally non-stationary due to rescuer fatigue, and
the signal amplitude dynamically uctuates as camera angles shift or bystanders
tremble.

2.6.1 Limitations of Traditional Frequency Estimation

Initial architectural iterations evaluated several traditional frequency extrac-
tion techniques, but they were ultimately disquali ed due to their theoretical
incompatibility with chaotic, real-world emergency datasets.

Autocorrelation (ACF) and Autoregression (AR): Time-domain meth-
ods like Autocorrelation calculate the cross-correlation of a signal with a delayed
copy of itself: z,

Roc()=  x(Ox(t )dt

While computationally e cient and highly accurate on sterile, strictly periodic
signals, ACF relies heavily on consistent signal amplitude. In handheld emergency
videos, variations in camera perspective and rescuer posture create severe ampli-
tude modulation in the projected 2D coordinates. This modulation, combined
with high-frequency spatial noise, fundamentally corrupts the ACF peaks, leading
to catastrophic miscalculations of the true frequency. Similarly, Autoregressive
(AR) models assume wide-sense stationarity and attempt to represent the signal
as a linear combination of past values. Because human compressions under fatigue
are dynamically non-stationary and non-linear, AR coe cients fail to converge
reliably.

Fast Fourier Transform (FFT): Frequency-domain methods like the FFT
are constrained by the Gabor limit (the time-frequency uncertainty principle),
dened as f = 1=T. To achieve a clinically relevant frequency resolution of
10 BPM ( 0:167 Hz), an FFT requires a static temporal window of at least
6 seconds. In a real-time dispatcher telemetry scenario, a 6-second processing
latency is operationally unacceptable.

2.6.2 Continuous Wavelet Transform Execution

To overcome the latency and global stationarity limitations of traditional FFT
algorithms, the pipeline utilizes the Continuous Wavelet Transform (CWT), the
mathematical foundation of which was detailed in Section 1.1.4.

Instead of relying on in nite sine waves, the localized approach of the CWT
allows the system to analyze both the time and frequency components of the
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signal simultaneously. For this specic pipeline, the Complex Morlet wavelet
(cmorl.5-1.0 ) was selected due to its optimal balance between time and frequency
localization. The system de nes a targeted search band betweég;, = 40 BPM
and f nax = 200 BPM, converting these clinical thresholds into their corresponding
wavelet scales to minimize unnecessary computational load. By locating the index
of the maximum coe cient power within the resulting two-dimensional scalogram,
the system continuously extracts the dominant instantaneous frequencyg(f,).

2.6.3 Periodicity Scoring (Signal-to-Noise Ratio)

Beyond simply extracting the frequency, the CWT provides a mathematical
framework for distinguishing legitimate human compressions from chaotic back-
ground movement. While the variance lIter (Section 2.5) ensures the subject is
moving vertically, it does not guarantee the movement is periodic.

To solve this, the pipeline calculates a dynamic Periodicity ScordP{.ore),

e ectively functioning as a localized Signal-to-Noise Ratio (SNR). The system
calculates the mean power spectrum across all scales and isolates the power
concentrated within a narrow frequency band surrounding the dominant peak
(Pgom)- The periodicity score is de ned as the ratio of this localized dominant
power to the total spectral power of the entire target band (R ):

P
I:)dom

I:)total +

Pscore -

where is a small constant (1 10° ) to prevent division by zero.

To prevent sudden single-frame spikes from skewing the evaluation, this score
iIs smoothed using an Exponential Moving Average (EMA). This resulting metric
guanti es how rhythmically stable the subject's movement is, establishing a crucial,
deterministic threshold for the subsequent rescuer identi cation stage.

2.7 Dynamic Rescuer Identi cation

After isolating the most active subjects and extracting their fundamental
frequencies, the system must de nitively identify which individual is the primary
rescuer. Because emergency scenes involve dynamic background movement, relying
on a single metric frequently results in false positives. The development of the
identi cation algorithm underwent several architectural iterations to achieve the
necessary robustness.

2.7.1 Algorithmic Evolution of the Selection Model

Initial iterations of the pipeline attempted to identify the rescuer using strictly
geometric, pose-based evaluations.

Weighted Binary Heuristic Model: The rst approach utilized a discrete
scoring system based on common CPR posture markers (e.g., shoulders positioned
above wrists, straight elbows, and proximity of the hands). Each geometric
condition was evaluated as a binary ag (0 or 1) and multiplied by an empirically
assigned weight based on perceived biomechanical importance. While functional
in controlled environments, this rigid boolean logic struggled with the edge cases

24



of real-world footage. Minor occlusions or variations in camera angle would cause
critical ags to ip rapidly, resulting in severe identity ickering and an unstable
telemetry output.

Continuous Probabilistic Model: To resolve the brittleness of binary
ags, the second iteration employed a continuous probabilistic approach. Pixel
deviations from an ideal CPR posture were scaled using a sigmoid function to
generate a probability distribution P 2 (0;1) for each geometric trait. The nal
identi cation score was calculated as the product of these independent probabilities.
However, this multiplicative approach proved overly sensitive to YOLO tracking
noise; a single noisy keypoint detection on one limb would severely degrade the
overall probability score, yielding performance marginally worse than the binary
model.

Terminal Frequency Tie-Breaker: Through these iterations, it became
evident that relying solely on static posture geometry is a highly fragile discrimina-
tor for the nal candidate selection. Because the system has already isolated the
most physically active subjects using the spatiotemporal variance Iter (detailed
in Section 2.5), the remaining candidates must be evaluated on a combination
of clinical form and temporal consistency. To resolve this, the nal pipeline
architecture deploys a hierarchical selection logic. First, candidates must pass a
strict biomechanical and signal-quality gate to eliminate obvious false positives. If
multiple valid candidates survive this physical gating (e.g., during a rescuer swap
or involving a close-proximity assistant), the system refrains from subjectively
weighing con icting geometric aws. Instead, it relies on proximity to the clinical
ideal as a terminal tie-breaker. By applying frequency selection strictly at the
end of the pipeline rather than as a primary search parameter, the system avoids
target-frequency bias. This ensures it measures the true, non-stationary rate
of a fatigued rescuer while remaining mathematically robust against rhythmic
background noise.

2.7.2 Heuristic Disquali cation Filter

Before a subject can be evaluated based on their compression rate, they must
pass a strict set of minimum biomechanical and signal-quality thresholds. If a
tracked individual violates any of the following parameters, they are instantly
disquali ed as a candidate:

A

Minimum Periodicity ( Pscore  0:25): The subject's vertical movement
must exhibit a concentrated rhythmic structure, rejecting chaotic or aperiodic
background motion.

Plausible Frequency ( fgqom 70 BPM): The dominant extracted fre-
guency must be physiologically plausible for chest compressions.

Maximum Wrist Spread ( Ry, < 1:5): The normalized distance between
the left and right wrists cannot exceed B the subject's shoulder width,
ensuring the hands are clasped or positioned closely together.

Minimum Elbow Angle ( e 130): The rescuer must maintain rel-
atively straight arms to deliver e ective compressions. A severe bend
disquali es the subject.
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Face-to-Wrist Distance ( Dy, 1:0): The rescuer's face must maintain
a minimum normalized distance from their hands, preventing the system
from selecting a subject who is merely manipulating an object near their
head or a medic bending down to administrate rescue breaths.

2.7.3 Primary Rescuer Selection and Hysteresis

Once the false positives are Itered out, the pipeline evaluates the remaining
valid candidates. The active rescuer is designated as the candidate whose smoothed
frequency € 4om) Minimizes the absolute distance to the optimal clinical target
(f target = 110 BPM):

Active ID = arg Lemin Ifgomi 110j

To completely eliminate the ickering observed in earlier iterations, the system
implements a temporal hysteresis mechanism (a switch cooldown). If the pipeline
is currently tracking a valid rescuer, it will not seamlessly switch tracking to a
new candidate unless the challenger's frequency is signi cantly closer to the 110
BPM target (by a threshold of at least 10 BPM). Furthermore, upon switching, a
cooldown of 30 frames (1 second) is enforced, during which no further identity
switches can occur. This improves Ul stability for the emergency dispatcher,
ensuring the telemetry stream remains locked onto the true rescuer even during
moments of chaotic multi-person movement.

2.8 Temporal State Management and Telemetry
Export

The nal stage of the proposed pipeline translates the raw, identi ed compres-
sion frequency into a stable, highly readable telemetry stream. Because this system
is designed for backend integration into the Zachranka emergency application, the
output must be optimized for a dispatcher's graphical user interface (GUI). A
dispatcher cannot rely on a Ul metric that ickers violently or drops to zero every
time a rescuer's hands are momentarily obscured.

2.8.1 Stability Filtering and Algorithmic Grace Periods

To ensure Ul stability, the pipeline implements a rigid state machine governing
the nal output metric. The system evaluates the raw frequencyf(., ) extracted
from the identi ed rescuer and processes it through a temporal stability Iter
de ned by two key thresholds: the required stability window Espie = 15 frames)
and the maximum grace period (Giace = 7 frames).

The state transitions are governed by the following logic:

Initialization (Null State): The system requires atleast  Fgapne CONsecutive
valid frames ;v 70 BPM) to verify that the compression rhythm is
intentional and not a brief artifact. Until this condition is met, the system
outputs a null' value.
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Active State: Once initialized, the system outputs the current valid
frequency. This value is continuously stored in a rolling variablef (35t vaiig )-

Grace State (Occlusion Handling): If the YOLO model drops a frame

or the CWT periodicity score temporarily falls below the minimum threshold
(e.g., due to severe camera blur), the system does not immediately output
‘null. Instead, it enters a grace period, holding and outputting jast vaia for

a maximum of Fgace frames. If a valid reading is re-established within this
window, the grace counter resets.

Signal Loss: If the occlusion exceeds theFgce threshold, the system
assumes the rescuer has stopped compressions or permanently exited the
frame. The output reverts to "null’, and the stability requirement Fsiape)
must be met again to resume tracking.

2.8.2 Temporal Aggregation (1 Hz Downsampling)

While the computer vision pipeline operates at the native frame rate of the
video source (e.g., 30 FPS), dispatchers do not require sub-second telemetry
updates. Pushing data to a client-side GUI at 30 Hz consumes unnecessary server
bandwidth and induces visual fatigue.

To resolve this, the system downsamples the bu ered sub-second outputs into
a discrete 1 Hz (per-second) telemetry metric. For every 1-second video interval,
the system aggregates all valid, non-null outputs generated by the state machine
and calculates the arithmetic mean, rounding to the nearest integer. If the entire
1-second bu er consists of "null' states, the aggregated output for that second
remains null’

2.8.3 Discrete Telemetry Formulation and Export

To ful Il the operational requirements outlined in Section 1.3, the 1 Hz ag-
gregated data must be formatted for two distinct use cases: nal production
integration and o ine algorithmic evaluation.

For the nal production integration into the Zachranka application, the
pipeline outputs the aggregated telemetry as a continuous stream of nullable
integers. This lightweight data type allows the downstream dispatcher software
to e ortlessly ingest the ongoing compression rate with minimal possible latency.
The Ul can then trigger rule-based visual indicators such as color-coding the
interface green when the rate falls within the 100 120 BPM clinical guidelines, or
reverting to a neutral state when the stream returns a "null' occlusion state.

However, for the immediate purposes of this thesis speci cally the rigorous
0 ine testing and evaluation of the pipeline's accuracy the system must also
log this data. Upon the completion of a video feed, the system serializes the
complete time-series array into a structured JSON payload. This conceptual
data model maps the elapsed time (in discrete seconds) directly to the calculated
compression rate, allowing for precise, automated comparisons against ground-
truth annotations.

The software architecture and integration logic used to execute this pipeline,
as well as the technical JISON generation, will be detailed in Chapter 3.
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3 Implementation

While the previous chapter established the mathematical and theoretical
foundations of the cardiopulmonary resuscitation (CPR) monitoring pipeline,
this chapter details its practical software realization. To ful Il the operational
requirements of emergency dispatcher telemetry, the theoretical models must be
translated into a robust, object-oriented software architecture capable of processing
video streams e ciently. This chapter outlines the selected technology stack, the
core object-oriented structures, the primary execution loop, and the nal data
serialization methods.

3.1 Technology Stack and Core Libraries

The pipeline is implemented entirely in Python (version 3.10+). Python was
selected as the primary language due to its unparalleled ecosystem for computer
vision and signal processing, as well as its seamless integration capabilities with
modern server-side backend architectures (e.g., RESTful APIs or WebSockets)
required for the nal Zachranka application integration.

To achieve the necessary computational e ciency, the pipeline heavily leverages
highly optimized, C/C++ backed libraries for its core operations:

" Ultralytics (YOLO11): The ultralytics package is utilized to instan-
tiate and execute the YOLO11x-pose model. This framework abstracts
the complexities of the PyTorch backend, providing an optimized inference
engine that natively handles frame batching, tensor o oading, and hardware
acceleration, which is critical for minimizing latency during markerless pose
tracking.

OpenCV (Open Source Computer Vision Library): The cv2 module
serves as the primary engine for all video input/output operations and
pixel-level matrix manipulations. Speci cally, OpenCV is utilized to decode
the incoming H.264 video frames, convert them to grayscale, and execute the
highly optimized calcOpticalFlowPyrLK function for the Lucas-Kanade
spatial stabilization discussed in Section 2.3.

NumPy: To handle the heavy linear algebra required for coordinate cor-

rection, geometric feature extraction (e.g., vector dot products), and array
slicing, the pipeline relies omumpy By representing bounding boxes and

anatomical keypoints as contiguous multi-dimensional arrays, the system
avoids the severe computational overhead of native Python loops.

PyWavelets ( pywt): The Continuous Wavelet Transform (CWT) is exe-
cuted using thepywt library. This library provides a mathematically rigorous
implementation of the Complex Morlet wavelet ¢mor1.5-1.0 ), allowing
the system to e ciently generate the frequency scalograms required for the
periodicity scoring and primary rescuer identi cation.

Collections ( deque): For temporal state management, the pipeline utilizes
the deque (Double-Ended Queue) data structure from Python's built-in
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collections module. Con gured with a strict maxlen parameter, these
gueues act as the underlying mechanism for theR2second rolling temporal
bu er, automatically discarding obsolete frames inO(1) time complexity
without requiring manual array reallocation.

By relying on these speci c libraries, the software architecture guarantees that
the heavy mathematical lifting is performed by compiled binaries, allowing the
high-level Python script to act purely as a fast, stateful controller.

3.2 Object-Oriented System Architecture

Given the multi-person nature of emergency scenes, the pipeline must dynami-
cally track and maintain the temporal state of an unknown number of individuals
simultaneously. A procedural approach to this state management relying on
global arrays and parallel index tracking is highly prone to fragmentation and
memory leaks. To resolve this, the system implements a strict Object-Oriented
Programming (OOP) architecture, encapsulating all temporal and geometric data
for a single tracked subject within a dedicated PersonBuffer class.

3.2.1 Encapsulation and Temporal Bu ering

Upon the initial detection of a new individual (identi ed by a unique YOLO
tracking ID), the system instantiates a newPersonBuffer object. This object acts
as an isolated temporal container, initializing independentieque (Double-Ended
Queue) structures to store the camera-corrected vertical displacements of the
subject's shoulders, elbows, and wrists.

To enforce the 2.5-second sliding window de ned in Section 2.4, these queues are
strictly constrained by a maximum length Lnax = FPS 2:5). This architectural
choice delegates memory management directly to the Python runtime; as new
frame coordinates are appended, the oldest coordinates are automatically discarded.
This ensures the application maintains a constan®(1) memory footprint per
person regardless of the total video duration.

3.2.2 Stateful Feature Smoothing

Beyond array storage, thePersonBuffer class autonomously manages the
Exponential Moving Average (EMA) smoothing for its speci ¢ subject. During
the main execution loop, each instancegpdate() method is called, ingesting the
raw, single-frame YOLO keypoints and the calculated optical ow camera o set.

Within this method, the instance calculates the instantaneous biomechanical
heuristics (such as the wrist ratio and elbow angle) and recursively updates its
own smoothed internal state variables. By encapsulating this logic, the pipeline
ensures that temporary visual occlusions a ecting one bystander do not corrupt
the historical data or moving averages of the primary rescuer.
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3.3 Pipeline Execution and Data Flow

The orchestration of the neural network, optical ow calculations, and object-
oriented bu ers is centralized within the primary execution script. Rather than
detailing the mathematical sequence of these algorithms which was established
in Chapter 1 this section details the software engineering architecture required
to maintain a synchronous, high-performance data loop.

3.3.1 Video Stream Ingestion and Hardware Hando

The pipeline utilizes OpenCV'sVideoCapture interface to ingest H.264 video
les. A critical engineering challenge in continuous frame processing is managing
the computational bottleneck between the CPU and the GPU.

In this implementation, the CPU acts as the primary controller. It reads the
raw frame into main memory, converts it to grayscale, and executes the Lucas-
Kanade optical ow calculations natively on the CPU. Immediately following
this, the frame is passed to the Ultralytics API, which handles the complex
tensor o oading required to execute the YOLO11x-pose model on the GPU. By
structuring the main while cap.isOpened() loop synchronously, the pipeline
guarantees that the CPU-bound spatial o set calculations and the GPU-bound
keypoint extractions are perfectly aligned for the current frame before any data is
routed to the temporal bu ers.

3.3.2 Temporal Synchronization and Error Handling

Real-world video streams frequently contain corrupted frames or variable
framerates. To ensure the temporal data remains scienti cally accurate, the
system does not rely on hardcoded frame counts for time. Instead, the OpenCV
CAP_PROP_Fp8perty is extracted dynamically upon initialization and stored as
a oating-point variable. This variable dictates the maximum length of alldeque
instances and the CWT frequency scaling arrays, preventing duration drift.

Furthermore, the execution loop implements strict error handling for null
detections. If OpenCV fails to read a frame (signaling the end of the video or a
corrupted packet), the main loop breaks gracefully, immediately triggering the
nal JSON serialization of the remaining bu er data to ensure no telemetry is
lost.

3.4 Performance Optimization and Edge Cases

Executing a continuous computer vision pipeline on server infrastructure re-
quires strict adherence to memory management and runtime stability. Theoretical
mathematical models often assume ideal data continuity; however, real-world
emergency footage introduces severe edge cases, including transient bystanders,
catastrophic visual occlusions, and anomalous keypoint geometries. The software
architecture implements several explicit safeguards to prevent these anomalies
from degrading performance or triggering fatal runtime exceptions.
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3.4.1 Dynamic Memory Pruning and Bounded Footprint

A signi cant challenge in processing emergency footage is the variable number
of subjects. During a prolonged video, dozens of di erent individuals (e.g., arriving
EMTs, panicked bystanders) may temporarily enter and exit the camera frame. If
the system were to inde nitely persist aPersonBuffer instance for every unique
YOLO tracking ID generated over a 10-minute video, the application would su er
from severe memory in ation, eventually leading to an out-of-memory (OOM)
server crash.

To prevent this, the main execution loop enforces active memory pruning.
The system maintains a global dictionary tracker_db ) mapping tracking IDs
to their respective bu ers. In each frame iteration, the system compiles a list of
all currently visible tracking IDs. Using e cient Python set operations, the loop
identi es any previously tracked ID that is no longer present in the current frame.

By explicitly invoking the del statement to remove obsolete tracking IDs from
the dictionary, the application decrements the reference count of the associated
temporal queues. Once this reference count reaches zero, the objects become
eligible for deallocation by Python's underlying memory manager. By proactively
clearing these references, the application ensures that the system's active memory
footprint remains bounded to the number of people currently visible in the scene,
maintaining a spatial complexity of O(P), where P is the number of currently
visible subjects, completely independent of the total video duration T.

3.4.2 Computational Load Balancing

As established in Section 2.5, executing the Continuous Wavelet Transform
(CWT) is the most computationally expensive operation in the pipeline. To
ensure the CPU execution time does not exceed the GPU's frame generation rate
(preventing a processing bottleneck), the system strictly limits the CWT execution
to a maximum of three candidates per frame.

In the implementation, this is achieved by dynamically sorting the active IDs
based on their calculated vertical variance and slicing the array. Python's native
Timsort algorithm is highly optimized for partially ordered data, meaning the
computational overhead of sorting the dictionary keys frame-by-frame is negligible
compared to the massive CPU cycles saved by bypassing thewvt.cwt function
for static bystanders.

3.4.3 Algorithmic Safeguards and Zero-Division Preven-
tion

To ensure continuous server uptime, the pipeline must mathematically tolerate
severe data corruption. If a tracked subject is heavily occluded, their extracted spa-
tial arrays may become empty, or the distance between two joints may temporarily
evaluate to zero.

The software utilizes defensive programming paradigms to handle these states
gracefully. For instance, when calculating geometric features like the wrist ratio
or the periodicity score, a microscopic epsilon value € 1  10° ) is explicitly
added to all denominators.
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This prevents fatal ZeroDivisionError  exceptions if the YOLO model mo-
mentarily predicts the left and right keypoints overlapping at the exact same
pixel coordinate. Similarly, signal extraction functions like_best_signal() are
designed to return aNoneprimitive rather than throwing an IndexError if the
deque arrays contain insu cient valid frames. The upstream logic intercepts these
Nonetypes and seamlessly routes the system into the algorithmic grace periods
de ned in Section 2.8, ensuring the pipeline bends under edge cases rather than
breaking.

3.5 System Integration and Data Serialization

As established in the methodology, the pipeline must aggregate its sub-second
algorithmic states into a discrete, 1 Hz telemetry format. This ensures the
output is optimized for integration into the Zachranka emergency dispatcher
infrastructure and allows for rigorous post-hoc accuracy evaluation. This temporal
aggregation and data serialization are handled natively within the main execution
loop.

3.5.1 Temporal Aggregation Bu er

To downsample the pipeline's output, the system initializes a temporary
temporal bu er alongside a discrete integer second-counter. During each frame
iteration, the stabilized output of the state machine (either a valid BPM integer
or a None primitive) is appended to this bu er.

The system continuously monitors the elapsed video time by dividing the
current frame count by the dynamically extracted framerate. Once a full second
elapses, the pipeline triggers an aggregation function. This function isolates the
data for that speci c second and strips allNonevalues from the bu er. If valid
integers remain, it calculates their arithmetic mean and rounds to the nearest
whole number, producing a single, stable BPM metric. If the bu er is entirely
populated by null states (indicating a sustained visual occlusion), the function
safely returns a null value.

Crucially, when the video stream terminates and the main loop breaks, the
pipeline executes a nal ush of the bu er to ensure the telemetry from the nal,
partial second of footage is perfectly preserved.

3.5.2 Structured JSON Payload

Once the video processing is complete, the aggregated time-series array must
be serialized into a persistent le for o ine evaluation. To ensure maximum
compatibility with external web applications and data analysis scripts, the system
leverages Python's built-in libraries to export a standardized JSON payload.

The pipeline wraps the temporal array in a metadata envelope, explicitly
de ning the metric unit and the source video le. The resulting data schema is
structured as follows:

{

"description”: "CPR compression rate per second"”,
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"videoFile": "emergency_feed_ 01.mp4",
"unit": "compressions/min",
"data™: [
{ "second": 0, "rate": null },
{ "second": 1, "rate": 108 },
{ "second": 2, "rate": 110 }
]
}

By outputting this lightweight, human-readable structure, the system success-
fully mimics the data payload expected by the downstream dispatcher Ul and
ful lls the architectural requirements for rigorous post-hoc algorithmic evaluation.

3.6 Visual Telemetry and Debugging Output

While the nal production integration relies strictly on the lightweight integer
stream and JSON payloads discussed in Section 3.5, evaluating the accuracy of
complex computer vision algorithms requires a human-readable veri cation layer.
To facilitate rigorous o ine testing and debugging, the pipeline implements an
optional real-time visual telemetry output using OpenCV's drawing primitives
and the VideoWriter interface.

During execution, the system dynamically reconstructs the emergency video
feed, overlaying the internal algorithmic state directly onto the spatial frames.
Speci cally, the pipeline renders:

A

Subject Tracking: Red bounding boxes are drawn around the shortlisted
active candidates to verify the vertical variance pre- lter.

Biomechanical Skeletons: The tracked shoulders, elbows, and wrists of
the identi ed primary rescuer are connected via vector lines. This allows for
immediate visual veri cation that the YOLO model is accurately maintaining
the COCO keypoint topology despite partial occlusions.

Heuristic Overlays: The dynamically smoothed geometric variables (wrist
ratio, elbow angle, and face-to-wrist distance) and the CWT periodicity
score are rendered as oating-point text above the rescuer.

Real-Time BPM: The nal output state of the system (the calculated
frequency or a null' occlusion state) is prominently displayed, color-coded
green or red to re ect adherence to clinical guidelines.

By generating this annotated video output alongside the structured JSON log,
the system ensures that any algorithmic miscalculations (e.g., the optical ow
incorrectly tracking a moving object instead of the background) can be immediately
identi ed and correlated with the exact frame of failure during post-hoc analysis.
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4 Evaluation and Results

To validate the theoretical architecture and software implementation detailed
in the previous chapters, the cardiopulmonary resuscitation (CPR) monitoring
pipeline was subjected to a rigorous empirical evaluation. Because standard, open-
source datasets for CPR intervention do not feature controlled, non-stationary
frequency curves or isolated spatial camera noise, a custom evaluation dataset
was constructed. Several examples from this dataset are shown in Fig. 4.1. This
chapter details the experimental design, the mathematical evaluation metrics, and
the quantitative results of the pipeline's performance across varied emergency
conditions.

Figure 4.1 Representative frames from the custom evaluation dataset. The images
demonstrate the varied environmental conditions tested, including di erent lighting,
di erent angles, and a bystander.

4.1 Experimental Design and Dataset Acquisi-
tion

To systematically prove the robustness of the system's independent architec-
tural layers, the evaluation was divided into three distinct experimental matrices.
Each matrix was designed to isolate a speci c variable: spatial noise (camera move-
ment), temporal noise (shifting compression rates), and computational interference
(multiple bystanders).

The custom dataset comprises 33 individual video recordings. Each recording
is exactly 60 seconds in duration to provide a su cient temporal window for Ex-
ponential Moving Average (EMA) convergence and sustained Continuous Wavelet
Transform (CWT) extraction. To ensure precise ground-truth measurements,
compressions were performed synchronously to pre-generated metronome audio
tracks.

To rigorously test the algorithmic boundaries of the pipeline, environmental
conditions were explicitly varied across the dataset. First, each experiment was
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recorded under a distinct lighting pro le: Experiment 1 utilized poor arti cial
evening lighting to maximize ISO sensor noise; Experiment 2 utilized arti cial
lighting simulating bright, direct sunlight; and Experiment 3 was recorded under
optimal, di use overcast daylight. Secondly, the primary rescuer was deliberately
dressed in all-black clothing across all trials. This low-contrast apparel was chosen
speci cally to challenge the YOLO11x-pose network by minimizing the visual
distinction between overlapping limbs, simulating worst-case scenarios for keypoint
extraction.

4.1.1 Experiment 1: Spatial Robustness (Optical Flow
Validation)

The rst experiment isolates and evaluates the Lucas-Kanade background
masking algorithm detailed in Section 2.3. The rescuer's compression frequency
was locked to a static clinical baseline (110 BPM) across all recordings, while the
camera's spatial behavior was systematically degraded.

Control (Tripod): The camera was perfectly stabilized to establish the
absolute baseline error margin of the YOLO pose estimation model.

Realistic Drift (Kneeling): The camera operator kneeled beside the
subject, introducing natural, low-frequency respiratory drift and minor hand
tremors.

Extreme Oscillation (Panicking): The camera operator paced and
intentionally allowed the device to bob heavily, simulating a highly panicked
caller.

Three videos were recorded for each of the three camera states, yielding 9 videos
for this experiment.

4.1.2 Experiment 2: Temporal Tracking (CWT Validation)

Having established the pipeline's spatial robustness, the second experiment
strictly evaluates the system's ability to track non-stationary frequencies (Section
2.6). To simulate real-world conditions, all videos in this matrix were recorded
using the Realistic Drift handheld camera state. The underlying metronome
tracks were dynamically varied:

Fatigue Curve: A gradual deceleration from 120 BPM to 80 BPM over 60
seconds, testing the CWT's ability to smoothly track physiological exhaus-
tion.

" Adrenaline Spike: A gradual acceleration from 90 BPM to 135 BPM,
testing the responsiveness of the pipeline's EMA smoothing.

Rescuer Swap (Step-Function): A static 100 BPM for 30 seconds, fol-
lowed by an immediate jump to 130 BPM, testing the algorithmic hysteresis
and switch-cooldown mechanics.
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N

Boundary Extremes: Static recordings at 60 BPM and 160 BPM to ensure
the target frequency search band successfully rejects harmonic doubling
artifacts.

Three videos were recorded for each of the four frequency states, yielding 15 videos
for this experiment.

4.1.3 Experiment 3: Dynamic Subject Isolation

The nal experiment evaluates the computational variance gating and geometric
heuristics (Section 2.5 and 2.7). The camera state was handheld, and the primary
rescuer maintained a static 110 BPM. However, secondary subjects were introduced
into the scene to act as visual interference:

Static Bystander: A secondary subject remaining still, designed to test
the basic scenatrio.

Chaotic Bystander: A secondary subject moving rapidly and erratically,
testing the CWT periodicity score's ability to reject non-rhythmic movement.

Rhythmic False-Positive: A secondary subject performing rhythmic,
repetitive tasks (e.g., rocking or packing a bag), testing the geometric
disquali cation Iters (wrist spread and elbow angle).

Three videos were recorded for each of the three interference states, yielding 9
videos for this experiment.

4.1.4 Experiment 4: Computational Performance and
Baseline Throughput

While the previous matrices validated the pipeline's algorithmic accuracy, a
real-world emergency telemetry system must eventually be capable of low-latency
execution. To identify current architectural bottlenecks and establish a baseline
for future server-side optimization, this nal experiment evaluates the system's
native Python computational throughput.

To test algorithmic performance, a subset of videos from the previous experi-
ments was repurposed to evaluate computational load. The dataset was strictly
strati ed into two operational states: baseline processingk(= 1, featuring only
the primary rescuer) and interference processings € 2, featuring the rescuer and
one secondary bystander). All performance tests were conducted on a standardized
hardware environment (NVIDIA RTX 5070 Ti GPU, Intel Core i9 Ultra CPU,
32GB RAM).

4.2 Evaluation Metrics

Evaluating a dynamic computer vision pipeline requires measuring both numer-
ical accuracy and operational reliability. Relying solely on error margins calculated
from valid output frames introduces survivorship bias; a system that frequently
fails and outputs "null” during chaotic moments might paradoxically report a low
average error. To prevent this, the system is evaluated using a tripartite metric
framework: System Availability, Frequency Accuracy, and Target Acquisition.
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4.2.1 System Uptime (Tracking Availability)

To quantify the pipeline's operational reliability, particularly under the spatial
noise of Experiment 1 and the temporal noise of Experiment 2, the primary
reliability metric is System Uptime (U, ). It represents the percentage of the
intervention where the system successfully maintained algorithmic con dence and
outputted a valid numerical frequency rather than a "null’ occlusion state.

For a given trial of total duration Ny, Seconds, if the system producds, g
numerical outputs, the uptime is calculated as:

N
Urate — valid 100
N total

A high U, proves that the optical ow stabilization and CWT periodicity Iters
are robust enough to maintain a continuous telemetry stream despite realistic
environmental noise.

4.2.2 Frequency Accuracy (Mean Absolute Error)

Once the system's uptime is established, the accuracy of its numerical output
is evaluated using Mean Absolute Error (MAE). For a given trial, the pipeline's
aggregated estimated compression rafg for every valid second is compared
against the ground-truth metronome frequencyy

The MAE is calculated exclusively over the N,ig seconds:

Nyalid

MAE = yo ¥

Nvalid t=1

By evaluating MAE strictly in conjunction with U4, the evaluation ensures that
a low error margin is the result of high algorithmic precision rather than the
system selectively dropping di cult frames. For experimental conditions featuring
three redundant video recordings, the overall condition accuracy is reported as
the composite MAE alongside its Standard Deviation ().

4.2.3 Target Acquisition Rate and Confusion Matrix

For Experiment 3 (Dynamic Subject Isolation), MAE is an insu cient metric;
tracking a bystander moving near the target frequency would yield an arti cially
low error despite a catastrophic algorithmic failure. Therefore, multi-subject
scenarios are evaluated using a temporal Confusion Matrix.

For every elapsed second of the 60-second trial, the system's output state is
classi ed into one of three categories:

" T correct - The system successfully tracked the primary rescuer.

" T wong - The system experienced a false-positive and tracked a bystander or
rhythmic artifact.

" T hun i The system dropped all tracks and outputted a null state.
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Using this matrix, the true Target Acquisition Rate (Accp ) is calculated
against the entire duration of the emergencyNqa ), rather than just the active
periods:

Tcorrect
Ac = 100
Go N total

A successful trial in Experiment 3 demands aAccp approaching 100%, with
Twrong femaining strictly at 0. This de nitively proves that the hierarchical
geometric gating and hysteresis mechanisms successfully rejected visual interference
without forcing the system into prolonged "null” states.

4.2.4 Computational Throughput

Computational viability is measured using the following metrics to establish a
baseline for future production deployment:

Processing Framerate (FPS): The absolute number of frames the system
processes per second.

Real-Time Factor (RTF): A ratio de ning how fast the pipeline processes
a video relative to its actual duration RTF = Tcompute = Tvideo). AN RTF
1.0 indicates that the system processes frames faster than they are recorded.

Latency Sub-Components: The overall processing time per frame is
split into Deep Learning Inference (YOLO pose extraction) and Algorithmic
Logic (Optical ow, geometric heuristics, and CWT) to identify primary
bottlenecks.

4.3 Results and Discussion

4.3.1 Experiment 1. Spatial Robustness Performance

Experiment 1 evaluated the pipeline's ability to mathematically decouple the
rescuer's biomechanical movements from the low-frequency spatial noise introduced
by a handheld smartphone camera. The e cacy of the Lucas-Kanade optical ow
stabilization (detailed in Section 2.3) was measured by comparing a stabilized
control scenario against realistic and extreme camera drift. The quantitative
results are presented in Table 4.1.

Establishing the Algorithmic Baseline in Sub-Optimal Lighting To

rigorously test the system's spatial tracking boundaries, all recordings within
Experiment 1 were purposefully captured during evening hours under poor natural
lighting conditions, see Fig. 4.2a. Low-light environments introduce severe 1SO
noise to the camera sensor, naturally degrading the pixel gradients required for
optical ow and lowering the baseline con dence of the YOLO11x-pose network.
Despite these adverse environmental factors, the Tripod control scenario suc-
cessfully established an inherent noise oor (MAE) of roughly 2.0 to 2.4 BPM.
This minor variance is attributed to standard frame-to-frame coordinate jitter
inherent to deep learning inference under low lighting, which the temporal bu er
successfully smooths into a stable telemetry stream.
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(a) Low-light conditions (b) Bystander interference

Figure 4.2 Visual output of the pipeline's detection and spatial isolation logic. Image

(a) demonstrates successful bounding box and keypoint extraction despite severe low-
light sensor noise. Image (b) illustrates the system's geometric gating successfully
isolating the primary rescuer (right) while tracking, but mathematically disregarding,
the rhythmic movement of a secondary bystander (left).

Scenario Camera Angle Total (s) Valid (s) U rate (%) MAE (BPM)
Control (Tripod) 0 (Facing) 60 60 100.00 2.02
45 60 59 98.33 2.17
90 (Side) 60 59 98.33 2.44
Realistic Drift 0 (Facing) 60 59 98.33 2.37
45 60 60 100.00 2.17
90 (Side) 60 60 100.00 2.08
Extreme Panic 0 (Facing) 60 27 45.00 3.96
45 60 54 90.00 2.57
90 (Side) 60 58 96.67 2.24

Table 4.1 Results of Experiment 1: Spatial Robustness and Optical Flow Stabilization
across varying levels of camera movement.
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Optical Flow Validation The most signi cant nding of this experiment is

the pipeline's performance during the "Realistic Drift" scenario. When simulating
a bystander kneeling beside the patient introducing natural respiratory drift and
minor hand tremors the system's accuracy and tracking availability were statis-
tically indistinguishable from the tripod control. The Uptime (U,ae) remained
near 100%, and the MAE remained strictly under 2.4 BPM across all camera
angles. This de nitively validates the dynamic background masking and spatial
subtraction architecture; the pipeline successfully mathematically isolates human
compressions from standard handheld camera drift, even under poor lighting
conditions, see Fig. 4.2b.

Graceful Degradation Under Extreme Noise During the "Extreme Panic"
scenario, the pipeline's resilience against severe motion blur was tested. The data
reveals a signi cant drop in Uptime at the 0 facing angle (falling to 45%). It

Is important to note that this speci c recording featured exceptionally violent,
high-amplitude camera shaking compared to the other angles in the scenario. This
discrepancy in motion intensity was identi ed post-acquisition but retained in the
dataset to evaluate algorithmic resilience against boundary-condition noise. This
extreme motion blur corrupted the spatial gradients required for the Lucas-Kanade
velocity calculations, forcing the YOLO keypoint con dence scores below the
required . = 0:4 threshold.

However, rather than translating this chaotic camera movement into an arti -
cially in ated frequency artifact, the temporal state machine successfully inter-
vened. By dropping the corrupted tracking states and outputting a "null” value, the
system successfully shielded the telemetry stream from false data. Furthermore,
the pipeline demonstrated remarkable resilience at the 4and 90 angles during
the same panic scenario. Despite the rapid camera movement and poor lighting,
the system maintained an exceptional uptime of 90.00% and 96.67%, respectively,
while keeping the MAE well below 3.0 BPM. This proves that while extreme,
direct visual noise forces the algorithm into a safe "null’ state, the system rapidly
regains its lock and maintains high precision the moment the spatial geometry
becomes resolvable.

4.3.2 Experiment 2: Non-Stationary Frequency Tracking

Experiment 2 evaluated the pipeline's capacity to track non-stationary fre-
quency shifts caused by rescuer fatigue and adrenaline, as well as its spatial
limitations across di erent camera angles under arti cial light simulating a sunny
day. The results are quanti ed using System Uptime ;4 ) to measure algorith-
mic stability and Mean Absolute Error (MAE) to measure precision during valid
tracking periods. The complete results are summarized in Table 4.2 and visually
plotted over time in Fig. 4.3.

Tracking Physiological Exhaustion The results demonstrate exceptional
performance when tracking realistic physiological curves. In the Fatigue Curve
scenario, the pipeline maintained a perfect 100% uptime across all camera angles
with a composite MAE of roughly 1.5 BPM. Similarly, during the Rescuer Swap and
Adrenaline Spike scenarios, the system successfully tracked the sudden temporal
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Scenario Camera Angle Total (s) Valid (s) U rate (%0) MAE (BPM)

Fatigue Curve 0 (Facing) 60 60 100.00 1.67
45 60 60 100.00 1.23
90 (Side) 60 60 100.00 1.53
Adrenaline Spike 0 (Facing) 60 59 98.33 2.68
45 60 60 100.00 3.23
90 (Side) 60 2 3.33 4.00
Rescuer Swap 0 (Facing) 60 60 100.00 3.27
45 60 59 98.33 3.49
90 (Side) 60 38 63.33 2.63
Extreme (60 BPM) O (Facing) 60 3 5.00 13.00
45 60 1 1.67 13.00
90 (Side) 60 1 1.67 18.00
Extreme (160 BPM) O (Facing) 60 58 96.67 3.76
45 60 59 98.33 4.83
90 (Side) 60 2 3.33 4.50

Table 4.2 Results of Experiment 2. Non-Stationary Frequency Tracking across varying
scenarios and camera angles.

shifts with an MAE consistently below 4 BPM from the front and 45-degree
angles, see Fig. 4.3. This con rms that the Continuous Wavelet Transform (CWT)
e ectively overcomes the latency and global stationarity limitations of traditional
FFT algorithms, providing highly responsive, clinically accurate telemetry.

Algorithmic Gating and Boundary Rejection The data for the 60 BPM
boundary extreme reveals a critical, intentional behavior of the pipeline's heuristic
architecture. While the system appears to "fail" (yielding an uptime of less than
5%), this represents a successful algorithmic disquali cation. As de ned in Section
2.7, the system enforces a strict physiological minimum threshold of 70 BPM. Be-
cause 60 BPM is clinically implausible for genuine chest compressions presenting
spatially as a slow, rocking motion the pipeline correctly rejects the subject
as a false positive and outputs a safe null state, see Fig. 4.3, an approach that
drastically reduces false-positive telemetry.

Spatial Limitations of 2D Pose Estimation The results also explicitly
highlight the spatial limitations of markerless 2D pose tracking. While the front
and 45-degree angles perform reliably, tracking continuity collapses at the strict
90-degree side pro le during extreme frequencies (Adrenaline Spike and 160 BPM),
dropping to a 3.33% uptime. At a perfect pro le angle, the rescuer's far shoulder
and wrist are biologically occluded by their own torso. This physical occlusion
was purposefully compounded in this dataset by out tting the rescuer in all-black,
low-contrast clothing, which severely minimized the visual distinction between
overlapping limbs. Consequently, the YOLO model correctly drops the con dence
score of the hidden keypoints below the required threshold.(= 0:4). Rather
than hallucinating coordinates from a low-contrast silhouette and generating a
wildly inaccurate frequency, the system triggers its temporal state machine to fail
safely, outputting a "null’ state to alert the dispatcher of the visual occlusion.
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Figure 4.3 Time-series evaluation of the pipeline's non-stationary frequency tracking
(Experiment 2). The graph illustrates the system's dynamic responsiveness across
various simulated physiological scenarios from both 0 (solid lines) and 45 (dashed
lines) camera angles. The vertical dotted line denotes the 2.5-second temporal bu er
required for initial signal convergence. Notably, the 60 BPM boundary test (orange)
correctly triggers a geometric heuristic disquali cation shortly after initialization, safely
halting the telemetry stream to prevent false-positive reporting.
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4.3.3 Experiment 3: Bystander Interference Rejection

Experiment 3 evaluated the pipeline's computational variance gating and
geometric heuristics (detailed in Sections 2.5 and 2.7). The system was tasked
with isolating the primary rescuer while rejecting visual interference from a single
secondary subject. To eliminate sensor noise as a confounding variable, these trials
were recorded under optimal, di use daytime lighting (an overcast sky), ensuring
that any tracking failures were strictly algorithmic or geometrically induced. The
results are evaluated using a temporal Confusion Matrix and the overall Target
Acquisition Rate (Accp ), detailed in Table 4.3.

Scenario Camera Angle Total () T corect (S) Twrong (S) Twnun (S) Accip (%)
Static Bystander 0 (Facing) 60 60 0 0 100.00
45 60 60 0 0 100.00
90 (Side) 60 55 0 5 91.67
Chaotic Bystander 0 (Facing) 60 60 0 0 100.00
45 60 58 0 2 96.67
90 (Side) 60 35 0 25 58.33
Rhythmic False-Positive 0 (Facing) 60 60 0 0 100.00
45 60 59 0 1 98.33
90 (Side) 60 52 0 8 86.67

Table 4.3 Results of Experiment 3: Single bystander interference rejection and Target
Acquisition performance.

Flawless False-Positive Rejection The most critical takeaway from Experi-
ment 3 is the complete absence of false-positive tracking. Across all 9 trials and
540 evaluated seconds, the system yieldedTgong Of exactly 0. Even in the
highly deceptive "Rhythmic False-Positive" scenario where the bystander actively
generated a periodic frequency in the background the pipeline successfully locked
onto the true rescuer. This de nitively validates the hierarchical selection logic.
The background subject was successfully pruned either by the spatial variance
pre- Iter, or they were disquali ed by the strict biomechanical heuristic gates
(e.g., failing the maximum wrist spread or minimum elbow angle requirements).

Resilience against Chaotic Interference The pipeline demonstrated excep-
tional robustness from the front (0) and 45 angles, maintaining anAccp of
nearly 100% regardless of the bystander's behavior. Under the optimal daylight
conditions of this experiment, the YOLO11x-pose network and optical ow sta-
bilization maintained high con dence on the primary rescuer, proving that the
temporal hysteresis mechanism successfully prevents "identity ickering" when
two moving bodies intersect in the 2D frame.

Physical Occlusion and the Safe Null State A notable drop in target
acquisition occurred exclusively at the 90side-pro le angle, most prominently
during the "Chaotic Bystander" scenario Accp = 58:33%). However, because
Twrong rfemained at O, this drop is entirely attributed to an accumulation ofTy
states. In a strict side-pro le view, an erratically moving bystander is highly
likely to physically eclipse the camera'’s line of sight to the rescuer. When this
physical occlusion occurs, the system's geometric heuristics correctly collapse,
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safely halting the telemetry stream. The data proves that the system operates
exactly as designed: it provides continuous, highly accurate telemetry when a
clear line of sight exists, and fails safely into a null state when the rescuer is
obscured, completely eliminating the risk of transmitting spurious bystander data
to emergency dispatchers.

4.3.4 Experiment 4. Throughput Results and Bottleneck
Analysis

The quantitative performance results for Experiment 4, averaged across the
respective video les for each computational load state, are detailed in Table 4.4.

Subject Load Overall FPS RTF YOLO Latency (ms) Logic Latency (ms)
k =1 (Rescuer Only) 10.08 2.37 66.31 17.61
k =2 (Rescuer + Bystander) 10.21 2.92 62.50 21.33

Table 4.4 Results of Experiment 4: Computational throughput, RTF, and latency
sub-components evaluating single vs. dual-subject loads.

Isolating the Computational Bottleneck The data clearly identi es the deep

learning inference as the primary architectural bottleneck. Across all scenarios, the
"YOLO11x-pose” model requires an average of 62 to 66 ms per frame. In contrast,
the custom Algorithmic Logic which handles the Lucas-Kanade optical ow,
bounding box pruning, EMA smoothing, and CWT execution is highly optimized,
consuming only 17 to 21 ms per frame. The slight increase in Logic Latency during
the k = 2 scenario (from 17.61 ms to 21.33 ms) proves that th@(P) memory and
variance pre- ltering logic described in Section 3.4 scales remarkably well when a
secondary subject is introduced, adding negligible computational overhead.

Pathways to Real-Time Production Deployment Because the pipeline is
attempting to process every single frame of native 30 FPS video, the combined
latency yields an average processing rate of roughly 10 FPS, resulting in an RTF
between 2.37 and 2.92. While aRTF > 1:0 indicates latency buildup when
processing 30 frames per second natively, this does not disqualify the pipeline's
clinical viability. Achieving strict real-time execution (RTF  1:0) in a production
environment can be readily accomplished through two independent deployment
strategies:

Algorithmic Downsampling (Nyquist Viability): According to the
Nyquist-Shannon sampling theorem, to accurately reconstruct a periodic
signal, the sampling rate must be at least twice the maximum frequency of
the signal. The maximum clinical chest compression rate is approximately
140 BPM (roughly 233 Hz). Therefore, the absolute minimum required
sampling rate is 466 Hz (or roughly 5 FPS). By simply implementing a
pre-processing frame-dropper ingesting only every second or third frame of
the video stream the system would instantly drop its RTF below 10. This
maintains a mathematically sound sampling rate of 10 to 15 FPS, preserving
full clinical accuracy without requiring any hardware upgrades.
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Server-Side Hardware Scaling: Unlike edge-computing solutions that

are heavily bottlenecked by the thermal and power constraints of a by-
stander's smartphone, the proposed architecture o oads all computation to

a centralized emergency backend. The current benchmark was conducted
on consumer-grade hardware (NVIDIA RTX 5070 Ti). Deploying the heavy
"YOLO11x-pose’ inference model onto enterprise-grade cloud infrastructure
(e.g., NVIDIA A100 or H100 tensor core GPUs) would drastically reduce the
62 66 ms inference latency. This vertical scaling leverages the architectural
advantage of a server-side pipeline, allowing the system to achieve real-time
throughput even at native framerates.
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Conclusion

The primary objective of this thesis was to design, implement, and evaluate a
markerless, computer-vision-based cardiopulmonary resuscitation (CPR) monitor-
ing pipeline capable of operating on unconstrained, handheld emergency video.
By addressing the fundamental challenges of spatial camera noise, non-stationary
human biomechanics, and multi-subject interference, this work successfully estab-
lishes a robust theoretical and programmatic foundation for automated dispatcher
telemetry.

4.4 Summary of Contributions

The core contribution of this thesis is the synthesis of distinct computer vision
and signal processing techniques into a uni ed, stateful architecture. Prior ap-
proaches to CPR monitoring have predominantly relied on wearable accelerometers
or controlled, tripod-mounted cameras, limiting their viability in spontaneous
emergency interventions. This work overcomes these constraints through three
primary architectural innovations:

1. Mathematical Spatial Stabilization: By dynamically inverting bounding
boxes from YOLO11x-pose, the system successfully forces Lucas-Kanade
optical ow to track only the static background. This innovation e ectively
decouples the recording bystander's hand tremors from the rescuer's true
biomechanical displacement.

2. Non-Stationary Frequency Tracking: By using the Continuous Wavelet
Transform (CWT), the pipeline obtains a localized time frequency rep-
resentation of the CPR motion signal, which is better suited to tracking
non-stationary compression rates than conventional xed-window Fourier
analysis. This allows gradual tempo changes, such as those caused by rescuer
fatigue, to be estimated in near real time.

3. Heuristic Bystander Rejection: The multi-stage isolation logic utilizing
variance gating, periodicity scoring, and geometric posture heuristics (e.g.,
wrist spread and elbow angle) eliminates the computational and clinical
risks of tracking chaotic bystanders or panicked callers.

4.5 Empirical Validation

The empirical evaluation conducted on a custom dataset of 33 unconstrained
emergency scenarios rigorously validated the pipeline's high clinical e cacy. The
optical ow stabilization successfully mathematically decoupled handheld cam-
era drift, establishing a highly accurate baseline Mean Absolute Error (MAE)
consistently below 2.4 BPM under realistic spatial conditions. Furthermore,
the Continuous Wavelet Transform (CWT) proved exceptional at tracking non-
stationary physiological changes, maintaining an MAE below 4.0 BPM even during
sudden adrenaline spikes and rescuer fatigue.
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Crucially, the multi-stage isolation logic demonstrated a awless 0% false-
positive tracking rate (Twong = 0) during multi-subject interference scenarios.
This proves that the computational variance gating and geometric heuristics
successfully reject deceptive background rhythms without inducing telemetry
ickering. While native 30 FPS processing currently yields a Real-Time Factor
(RTF) above 1.0, the algorithmic logic scales exceptionally wellQ(P) memory
footprint), isolating the deep learning inference as the sole bottleneck a constraint
readily solved via Nyquist-compliant downsampling or enterprise GPU scaling.
Ultimately, the system successfully distills chaotic RGB video streams into a
stabilized, reliable JSON telemetry payload perfectly suited for direct integration
into dispatcher interfaces such as the Zachranka application.

4.6 Known Limitations

While the proposed pipeline demonstrates high robustness under varied con-
ditions, it remains constrained by the fundamental physical limitations of 2D
monocular vision. Acknowledging these limitations is critical for future clinical
deployment:

N

lllumination Constraints and Motion Blur: Because the system relies
purely on an RGB video feed, its performance is strictly bound by environ-
mental lighting and spatial clarity. In extreme low-light scenarios, or during
moments of violent camera shaking that induce motion blur (as visualized
in Figure 4.4a), the YOLO11x-pose model fails to extract high-con dence
anatomical keypoints correctly. The system then has to work with a lot of
noise that introduces inaccuracy in the outputed frequency.

Biomechanical Self-Occlusion (90 Prole): The 2D tracking logic
requires visibility of both sides of the upper body to calculate geometric
heuristics, such as the wrist spread ratio. If the camera is positioned at
a strict 90 side pro le, the rescuer's far shoulder and arm are naturally
occluded by their own torso (see Figure 4.4b). This prevents the extraction
of symmetrical keypoints, triggering an algorithmic safety halt.

Line-of-Sight Bystander Occlusion: While the pipeline's variance gating
successfully ignores dynamic background subjects, it cannot mathematically
compensate for a physical obstruction of the camera lens. If a secondary
bystander steps directly between the recording device and the primary
rescuer (demonstrated in Figure 4.4c), the visual telemetry is destroyed,
forcing the system to output anull state until the line of sight is restored.

Camera Orientation Sensitivity: The mathematical foundation of the

signal extraction phase assumes that the recording device's verticg) @xis

is roughly parallel to the rescuer's downward compression vector. If the
bystander holds the smartphone at a severe diagonal angle (e.g., a 45-degree
roll), the true biomechanical displacement is projected across both the
and y pixel axes. Because the current pipeline strictly evaluateg-axis
variance and periodicity, such severe camera rotations inherently dampen
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the extracted 1D signal amplitude, potentially causing valid compressions
to fall below the heuristic detection thresholds.

Sartorial Obfuscation: The geometric heuristics used to validate the
rescuer's posture (speci cally the elbow angle calculation) can be degraded
if the rescuer is wearing heavily layered or highly baggy clothing, which
obscures the true anatomical hinge joints from the neural network.

Depth Ambiguity and Compression Depth: As a 2D projection, the
current architecture cannot accurately measure the absolute metric depth
of the chest compressions (e.g., ensuring the clinically required 5 6 cm of
downward displacement). While the vertical pixel trajectory is su cient
for frequency (BPM) extraction, accurate absolute depth requires either a
calibrated reference object in the frame or dedicated 3D hardware.

(a) Motion Blur & Low Light (b) 90 Pro le Occlusion (c) Bystander Occlusion

Figure 4.4 Visual examples of the pipeline's known geometric and environmental
limitations. The images demonstrate (a) severe motion blur and sensor noise in low-light
conditions degrading keypoint con dence, (b) self-occlusion of the far arm at a strict 90
side pro le, and (c) physical line-of-sight occlusion caused by a secondary bystander.

4.7 Future Work

The architecture established in this thesis was intentionally designed as a
highly modular foundation to facilitate ongoing research in non-contact CPR
monitoring. While the current pipeline successfully addresses the core challenges
of 2D frequency extraction, its deployment also illuminates clear pathways for
next-generation V-DACPR systems. Speci cally, future research and development
should focus on optimizing the computational infrastructure, overcoming the

48



geometric limitations of single-lens cameras, and ultimately validating the system's
e cacy within a live clinical environment.

First, future iterations should explore migrating the server-side Python ar-
chitecture to a lightweight, edge-compiled language (such as C++ via ONNX
Runtime). Deploying a quantized version of the tracking pipeline directly onto
the caller's mobile device would completely eliminate the network latency and
bandwidth costs associated with streaming raw video to a central server.

Second, the integration of 3D depth sensors which are becoming increasingly
ubiquitous on modern consumer smartphones (e.g., LIDAR or Time-of-Flight
sensors) would resolve the 2D depth ambiguity. Fusing RGB keypoint tracking
with a localized point cloud would allow the pipeline to simultaneously evaluate
both compression frequency and absolute compression depth, achieving full parity
with physical clinical mannequins.

Finally, integrating the JSON telemetry payload directly into a live, clinical
dispatcher interface for user experience (UX) testing represents the ultimate
operational milestone. Evaluating how human dispatchers utilize this automated
BPM stream to coach panicked callers will bridge the gap between computer
vision theory and life-saving operational reality.
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A Attachments

A.1 Technical Consultant Evaluation

This project was developed with the intention of potential future integration
into the NG-SOS system. The document below contains the o cial technical
evaluation and feedback provided by Martin Dybal, the technical consultant from
the Zachranka application team, dated April 16, 2026.
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